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A B S T R A C T

In several computer-aided diagnosis (CAD) applications of image processing, there is no sufficiently sensitive and specific method for determining what constitutes a normal versus an abnormal classification
of a chest radiograph. In the case of lung nodule detection or in classifying the perfusion of pneumoconiosis, multiple radiograph readers (radiologists) are asked to examine and score specific regions of
interest (ROIs). The readers provide size, shape and perfusion grades for the presence of opacities in each
region and then use all the ROI grades to classify the lung as normal or abnormal. The combined grades
from all readers are then used to arrive at a consensus normal or abnormal classification. In this paper,
using area under the ROC curve, we evaluate new mathematical models that are based on mathematical
statistics, logic functions, and several statistical classifiers to analyze reader performance in grading chest
radiographs for pneumoconiosis as the first step toward applying this technique to early detection of
nodules found in lung cancer. In pneumoconiosis, rounded opacities are on the order of 1–10 mm in size,
while lung nodules are often not diagnosed until they reach a size on the order of 1 cm.
© 2008 Elsevier Ltd. All rights reserved.

1. Introduction
Lung cancer has one of the worst survival rates of all the types of
cancers. The survival rates have been found to be directly related to
its growth rate and size of the pulmonary nodules when detected.
Chest radiographs continue to be one of the most common modalities used in detecting the lung nodules. Their early detection in
chest radiographs is one of the most challenging tasks performed by
radiologists. computer-aided diagnosis (CAD) techniques have been
shown to be effective in improving sensitivity and specificity of the
radiologists [1–3]. There remains, however, a desire to improve the
specificity of current systems in order to reduce the number of false
positives without sacrifice of the sensitivity [4].
For early detection, our ultimate goal is to achieve high sensitivity and specificity for small (< 1 cm), isolated lung nodules. To
test our approach we have applied and tested our models on small
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rounded opacities (1.5–10 mm) found in patients who present with
pneumoconiosis. In this application of CAD, radiologists are asked to
score the degree of interstitial lung disease, such as pneumoconioses,
from exposure to dust in work environments.
The pneumoconioses include a number of interstitial lung diseases brought on by the inhalation of dusts in man-made environments, such as coal and other types of mining. Asbestosis, silicosis,
and coal workers' pneumoconiosis (CWP) are the primarily lung tissue diseases that are of concern. After years of background exposure or after only a few years of intense exposure, these diseases
can progress rapidly and lead to severe lung function impairment. In
addition, several studies have shown a positive correlation between
CWP or progressive massive fibrosis (PMF), and lung cancer, especially in individuals who smoke. In one form of pneumonconiosis,
silicosis, Honma et al. [5] autopsied 764 non-asbestosis cases and
found a statistically significant number, 19.1%, with lung cancer. Others have found similar results. For example, Ebihara [6] discovered
48 cases of carcinoma in 450 autopsies (10.7%), while Katabami et al.
[7] reported 55 cases in 563 patients (9.7%). The American Thoracic
Society (ATS) has described the adverse health effects of exposure
to crystalline silica, including lung cancer [8]. Chest radiographs are
used for screening and detection of pneumoconiosis and other lung
abnormalities, such as lung cancer.
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For pneumoconiosis, human readers are first asked to provide
ratings over six different lung regions, and then use their ratings
to provide an overall classification. The procedure is described in
the guidelines provided by the International Labor Organization
(ILO) [9] and more recently in Ref. [10]. In this paper, we propose
several classification techniques for characterizing the performance
of the human readers, estimating ground truth and establishing
symmetry.
The problem of developing methods for characterizing reader
classification is complicated when there is no absolute agreement
on what constitutes ground truth. Usually, a region of interest (ROI)
is graded by multiple readers, each giving his or her own grade. In
this case, it is often found that there is strong variability between the
grades. Both the inter-observer and intra-observer variability must
be considered [11–15]. In the case of significant differences in the
grades between two readers, both readers will meet and agree on
a common grade [9]. A similar approach can be followed for more
than two readers.
In our study, we develop mathematical models for characterizing and approximating human reader performance. We investigate
the use of five statistical classifiers [16–20], ranging from the Logistic classifier, a Bayesian classifier, the K-means classifier, to sum
and weighted sum classifiers that add up the positive grades in the
ROIs. We provide a common, logic function interpretation for all
classifiers, allowing us to investigate several classification issues (see
Ref. [21], and more recently Ref. [22]). For establishing right–left
symmetry, we use weighted kappa statistics [23]. For all classifiers, we compute receiver operating characteristic (ROC) curves,
and use the estimated area under each curve as a performance
measure [24].
Our approach is related to the development of CAD systems,
where we are interested in establishing and understanding how the
different ROIs relate to the overall chest radiograph classification
(see Ref. [25] for a recent example on the use of symmetry). Research for developing CAD for pneumoconiosis dates back to the
1970s [26–28], with a recent resurgence of interest in the late 1990s
[29–35]. More generally, a review of CAD systems for chest radiographs can be found in Ref. [36], while texture analysis methods are
given in Ref. [37].
We next provide background information in Section 2. The
method is then presented in Section 4. After establishing notation, we
provide further motivation for our approach in Section 3. Results are
given in Section 5 and a careful discussion is provided in Section 6.
Concluding remarks are given in Section 7.

2. Background
2.1. A mathematical model
Given an image, let I denote the set of pixels that are in the spatial
support of the image. Define a partition of I by I =R1 ∪R2 ∪· · ·∪RM ∪B,
where Ri denotes a non-overlapping ROI, M denotes the number of
regions, and B denotes the background region that is not of diagnostic
interest. A grade over the ROIs is defined as a random variable Xi
of each ROI into a set of binary values Xi : Ri → {0, 1}. Here, the
grade refers to the radiologists' perceptual determination whether
lung disease is present or not.
Using the collection of all the grades found for all ROIs Y =
(X1 , X2 , . . . , XM ), a classification decision is made for the entire image.
We use the symbol Ci to denote the ith classifier (which could represent a human reader or a computer classification system), and note
that Ci : {0, 1}M → {0, 1, . . . , P − 1}, where {0, 1}M denotes the M-fold
tensor product of the integer set {0, 1}, and P denotes the maximum
number of possible classifications.
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2.2. A model for chest radiographs
For chest radiographs of the lung, the mathematical model is
simplified, since we only need to describe the presence of a mark
(×) or its absence in each region. When a mark is present in the ith
lung region, we have that Xi = 1. When a mark is absent, we thus set
the corresponding random variable to zero. In this case, the random
variables become binary Xi : Ri → {0, 1}, and the joint distribution
for all ROIs Y = (X1 , X2 , . . . , XM ) becomes a multivariate Bernoulli.
The international labor organization medical protocol for pneumoconiosis divides the lung into six ROIs [9]. We are naturally mostly
interested in small opacities, where opacity presence may not be so
obvious. Our focus is also limited to regular opacities of type q, for
which we could establish the largest population for our study.
We use R1 , R2 , R3 for the right lung and R4 , R5 , R6 for the left lung.
We use R1 , R2 for the two upper regions, R2 , R5 for the middle ones,
and we divide the lung into six ROIs and use a six-dimensional
Bernoulli random vector x = (x1 , . . . , x6 ) to denote the collection of
all of the ROIs. Here, the presence of lung opacities is signified by
assigning a value of 1 to the corresponding random variable. Thus,
x1 = 1 indicates that the reader has marked the presence of opacities in the upper-right lung. For the classification of the entire
chest radiograph, we will only consider two cases: normal (0) and
abnormal (1).
Right lung

Left lung

x1 (UR)
x2 (MR)
x3 (LR)

x4 (UL)
x5 (ML)
x6 (LL)

Thus, both the ROIs and the classification of the entire chest radiograph can be thought of as binary random variables. To model the
classification by each reader in terms of the ratings of the individual
ROIs, we want to consider binary logic functions C(x1 , . . . , x6 ). Generally, this formulation is not possible, since it is possible to have the
same binary vectors to map to both normal and abnormal classifications. To understand how this situation arises, consider the case that
we have two different patients with the same ROI binary vectors. If
a human reader classifies one of the lungs as normal and the other
one as abnormal, we have that the same ROI binary vector will map
to both normal and abnormal. To avoid this problem, for each human reader, for each unique ROI binary vector, we count the number
of times that he/she classifies a given binary vector as normal and
the number of times that he/she classifies it as abnormal. Then, if
the ROI pattern is most often classified as being normal, we assign
a 1 to the classifier function. Else, we assign a 0. We use the term
maximum-likelihood classification to describe this binary classification approach.
3. Motivation
The use of logic functions will provide us with an intuitive approach for summarizing binary classifiers. We will also use logic
functions to address issues associated with classifier symmetry, disease growth and generalizability.
In logic function theory, optimal sums of products provide us
with an efficient way of describing the data set in terms of elementary prototypes; the products. This approach provides us with an
efficient way for describing arbitrary binary classifiers. For example,
the classifier represented by the optimal sum C(x1 , . . . , x6 ) = x1 x4 + x5 ,
summarizes the classifier in terms of two simple lung-prototypes
x1 x4 and x5 . To determine the output for any input lung pattern, we
simply need to examine if both the upper lung regions are marked
(x1 , x4 = 1) or whether the middle-left lung region is not marked
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x1 x4

x1 x4

x2 x5

x2 x5

x3 x6

x3 x6

Fig. 1. Lung opacity representation using logic expressions. The lung is divided into six-subregions: upper right (x1 ), middle right (x2 ), lower right (x3 ), upper left (x4 ), middle
left (x5 ) and lower left (x6 ). We show: (a) An international labor organization (ILO) standard chest radiograph, (b) the corresponding product term x1 x2 . . . x6 , and (c) the
corresponding sum term x1 + · · · + x6 . Here, we note that product terms require the presence of lung opacities in each region. For example, x1 x2 implies opacity presence in
both the first and the second region. In contrast, sum terms only require the presence of lung opacities in at least one region.

(x5 = 0). If either condition is satisfied, the lung should be classified
as positive. Else, we should classify it as negative. To visualize the
lung prototypes, we group them together in the same shape as the
chest radiograph. This is illustrated in Fig. 1(b). Thus, in our example,
we would write
⎛
⎞ ⎛
⎞
1 1
− −

C(x1 , . . . , x6 ) = x1 x4 + x5 = ⎝ − − ⎠ + ⎝ − − ⎠ ,
− −
− 0
where we place a 1 in regions that must be marked, a 0 is placed for
regions that must not be marked and a − is placed for regions that
are not considered.
Similarly, the optimal product of sums representation provide
us with an alternative way of describing the classifiers in terms of
elementary prototypes. For example, the classifier represented by
the optimal product of sums C(x1 , . . . , x6 ) = (x1 + x4 )(x2 + x5 ), requires
that both lung prototypes x1 + x4 and x2 + x5 are satisfied. Thus, in
this case, a lung would need to be marked as positive in at least one
of the upper regions (x1 = 1 or x4 = 1) and also in at least one of the
middle regions (x2 = 1 or x5 = 1). For visualizing sum-terms we use
square brackets as illustrated in Fig. 1(c). In this case, the classifier
would be summarized as
⎡
⎤ ⎡
⎤
1 1
− −
C(x1 , . . . , x6 ) = (x1 + x4 )(x2 + x5 ) = ⎣ − − ⎦ · ⎣ 1 1 ⎦ .
− −
− −
We also note that these representations are optimal in the sense
that we cannot find another representation with fewer terms and/or
fewer variables. However, it maybe possible to find an equivalent
representation with the same number of terms and the same number
of variables [21].
Given the relative symmetry between the right and the left lungs,
we want to establish whether the classified lung examples follow
this symmetry. We will discuss a statistical method for establishing
this symmetry in Section 5.1. Here, in terms of logic functions, we
note that a symmetric classifier would remain invariant when we
exchange the left variables with the right variables:
CLR (x1 , x2 , x3 , x4 , x5 , x6 ) = CLR (x4 , x5 , x6 , x1 , x2 , x3 ).

(1)

Now, if the location of the marked disease is irrelevant, the classifier
function generalizes Eq. (1) to
Csym (x1 , x2 , x3 , x4 , x5 , x6 ) = Csym (any permutation of x1 , . . . , x6 ).

(2)

To establish disease growth, let us introduce set notation for
the binary variables. Let the set S denote the list of variables that
are marked positive. For example, if x1 = x4 = 1, we would have
that S = {x1 , x4 }. Now, suppose that a classifier marks S as positive:
C(S) = C(x1 = 1, x2 = 0, x3 = 0, x4 = 1, x5 = 0, x6 = 0) = 1. Then clearly,
if the disease grows, we would expect that more variables would be
marked as positive. Here, we refer to this disease growth criterion
as it applies to different radiographs from either the same person or
from different persons, from the same group of people. As our medical team suggested, in pneumoconiosis, the disease progresses from
the top to the bottom of the lung. Thus, individuals with disease in
the middle and lower parts of the lung would be expected to exhibit
the disease in the top parts of the lung. In our example, please recall
that x1 = x4 = 1 refers to the presence of disease in the top regions.
Thus, progression to lower regions implies that any new pattern A
will include x1 , x4 in addition to more, lower regions. Clearly, this
model can be extended to any growth and it is not limited to our
example. Mathematically, we write
C(A) = 1

for all A that satisfy S ⊆ A.

(3)

It is important to establish that the requirements (1)–(3) are not
mutually exclusive. We clearly have that Eq. (1) implies Eq. (2). As
we shall show next, a simple summation classifier satisfies all requirements. For the summation classifier, we first count the number
of positive ratings using (for ordinary addition)
s(x) = x1 + · · · + x6
and then allocate the radiograph as normal if s(x) < N (some positive
integer N). Else, the radiograph is classified as abnormal.
A simple generalization of the summation classifier is a weighted
classifier s(wT x) for some weight vector w. It is easy to see that
this classifier can satisfy Eqs. (1) and (3) for symmetric weights.
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A related, powerful binary classifier is the Logit classifier (see Section
4.4.2). We will consider the summation classifier, a weighted sum
classifier and the Logit classifier in Section 4.4.
It is interesting to note that the requirements of Eqs. (1)–(3) also
affect the generalizability of the classifier. Clearly, both symmetry
and disease growth requirements provide us with a recipe of required classifier performance for inputs that may not even exist in
the training data set. For example, if the training set requires that
x1 = x2 = x3 = 1 should be classified as positive, the disease growth
requirement requires that x1 = · · · = x4 = 1, . . . , x1 = · · · = x6 = 1 should
be classified as positive, whether they belong to the training set or
not. Furthermore, these requirements add to the robustness of the
approach.
4. Method
4.1. Material
Since 1989, the Miners' Colfax Medical Center (MCMC) Outreach
Program, in collaboration with pulmonary physicians from the
University of New Mexico Health Sciences Center, has offered free
screening for mining-related diseases to active and retired miners in
the southwestern United States. Persons who have worked in mines
of any type are eligible for this program. Participants are examined
at the MCMC in Raton, NM or in a mobile clinic that periodically visits mining communities in New Mexico and south central Colorado.
Archived posterior–anterior chest radiographs from this program
were used to investigate the nature and presentation of pneumoconioses in approximately 200 miners. Radiographs from the cohort
were analyzed by two NIOSH-certified B-readers and served as a
benchmark for assessing the feasibility of a partially or fully automated radiograph image analysis system. Institutional review of
the protocol for use of the radiograph set and protection of patient
confidentiality was done by the University of New Mexico Health
Sciences Center Human Research Review Committee (HRRC).
The Miners' Colfax Medical Center Outreach Clinic database consists of thousands of chest radiographs. The database was sufficient
to find the necessary distribution of the disease progression to test
the prototype system. UNM Health Sciences Center has established a
population-based registry of patients with ILD in Bernalillo County,
New Mexico. Chest X-rays for these patients are all read by two
NIOSH-certified B readers. A database of chest radiographs was collected as part of the pre-employment and ongoing health surveillance physicals for Grants Mineral Belt uranium miners. For our study
in this paper, the X-ray images were recorded from 186 and 33 subjects with profusion of category 0 and 1, respectively. For each image, the grading of the six chest regions (right upper, right middle,
and right lower, and their corresponding left regions) was recorded.
For the results presented in Section 5.2, we used 157 chest radiographs (32 abnormal and 125 normal cases) that were graded by
two human readers.
4.2. Classifier model agreement validation
In this subsection we provide a summary of how we use ROC
curves to evaluate agreement between classifiers. We also provide
details on how we train and test this agreement.
As input features to our classifiers, we generate the entire list of all
(64) possible binary input combinations. In other words, we generate the input feature values from (x1 , x2 , x3 , x4 , x5 , x6 ) = (0, 0, 0, 0, 0, 0)
to (x1 , x2 , x3 , x4 , x5 , x6 ) = (1, 1, 1, 1, 1, 1). We then run the classifiers to
classify each possible input. For computing the human reader classification we use our training set to compute the most frequent reader's
classification to the presented feature vector (pattern). In the case
when the generated input pattern did not appear as an actual lung
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in the training set, we use a k-nearest neighbor classification using
Mahalanobis distances (with k = 3) to other patterns that appeared
in the training set. Here, for the ROC curves, we remind the reader
that our data set consisted of 157 chest radiographs graded by two
human readers (see Section 4.1).
To interpret points on the ROC curve, we provide a quick summary as it relates to our application. In our approach of measuring
agreement between two classifiers, we designate one of them as the
ground truth classifier and the second one as the proposed classifier.
Here, the ground truth classifier refers to the classifier that we are
trying to approximate using the proposed classifier. In Section 4.3 we
discuss how to estimate the actual physical ground truth based on
the certified reader classifications.
It is thus important to recognize that for training purposes, we use
the designated ground truth classifier as the ground truth. For example, suppose that we are using the K-means classifier to approximate
Reader #1. For training, we average all the six-dimensional lung input patterns that Reader #1 gave a normal classification to find the
center for the normal cluster. For the abnormal case, we average all
the six-dimensional patterns that Reader #1 gave an abnormal classification to determine the center for the abnormal cluster.
Based on this approach, for a test pattern, we have: (i) a true positive (TP) when both classifiers agree on an abnormal classification,
(ii) a false positive (FP) when the ground truth classifier classifies
an input as normal while the proposed classifier classifies it as abnormal, (iii) a true negative (TN) when both classifiers agree on a
normal classification and (iv) a false negative (FN) when the ground
truth classifier classifies an input as abnormal while the proposed
classifier classifies it as normal.
We then define sensitivity and specificity in the usual way,
Sensitivity = TP/(TP + FN), Specificity = TN/(TN + FP) in terms of the
numbers of TPs, FPs, TNs and FNs. As usual, the ROC curves are
generated by plotting Sensitivity versus 1 − Specificity. In our case,
we have that TP + FN = 32, TN + FP = 125 which gives the classification accuracy (in %) in terms of sensitivity and specificity using
CC = (32 ∗ Sensitivity + 125 ∗ Specificity)/157 ∗ 100.
For each point of every ROC curve that we display, we perform
validation using the leave one out method. Thus, we test each pattern by training over the rest of them (63). We then compute the
Specificity and Sensitivity for all 64 possible binary input patterns.
The ROC curve itself provides us with a standard visual method
for evaluating the agreement. We also compute the ROC area for
each case. We define the best operating point on the ROC curve as
the point that is closest to Sensitivity=Specificity=1 (using Euclidean
distance, see Table 2).
4.3. Ground truth estimation
To provide estimates of the ground truth, suppose that we have
ratings from two readers: reader A and reader B. Now, let assume
that xi = ai (0 or 1) represents the ratings of reader A, while xi = bi
represents the ratings of reader B. We then consider the minimum
and maximum estimators of the ground truth using
xmin,i = min(ai , bi ),

i = 1, . . . , 6,

xmax,i = max(ai , bi ),

i = 1, . . . , 6.

and

(4)
(5)

The definitions given in Eqs. (4)–(5) can be easily extended to any
number of ROIs. Clearly, we would expect that random vector xmin
will underestimate the number of positive ratings, while xmax will
overestimate the number of positive ratings. In general, it is important to note that the readers may classify a pattern x as either normal (0) or abnormal (1). To compute the maximum-likelihood rating
of each reader, we simply compare the number of times that a particular pattern has been classified as normal versus abnormal. If the

1062

M.S. Pattichis et al. / Pattern Recognition 42 (2009) 1058 -- 1066

pattern is classified more often as normal, then the maximum likelihood rating for the pattern is the normal classification. Similarly for
the abnormal case.
Assuming that ri represents the maximum-likelihood rating of
the ith reader, we define the minimum and maximum classifications as
Cmin = min(r1 , r2 )

and

Cmax = max(r1 , r2 ).

(6)
(7)

Here, we see that the minimum classifier will tend to underestimate
the ground truth, while the maximum classifier will tend to overestimate.

4.4.5. Weighted-sum classifier
For the weighted-sum classifier, we consider the weighted averages

4.4. Classifier models
4.4.1. Bayes classification
The Bayes discriminatory rule, with respect to prior probabilities
0 for normal (0 or negative) and 1 for abnormal (1 or positive)
(0 + 1 = 1) is:
If 0 p0 (x)  1 p1 (x)
then allocate sample point x to normal (0)
else allocate sample point to abnormal (1)
Our classification rule is based on the well-known Bayes formula
P[i|x] = i pi (x) relating the posterior probability P[i|x] in terms of the
prior i and the probability function of x under pj (x), (j=0, 1). In this
case, the probability functions are six-dimensional Bernoulli with
26 = 64 unknown probabilities pj (x) = Pj [Xi = xi , i = 1, . . . , 6], ith xi = 0
or 1, i = 1, . . . , 6. As an example, to estimate p0 (x) for each of the 64
probabilities, we simply count the number of times that each pattern
is classified as normal and divide by the total number of patterns.
It is important to note that complete classification using the Bayes
classifier is not possible due to an insufficient number of samples.
Please note that our comment on an insufficient number of samples
is made with respect to having a sufficient number of cases for every
possible combination of the 64 possible input patterns. Here, please
note that advanced cases were not allowed to continue. Also, since
the disease growth is symmetrical, highly asymmetric cases do not
occur. Of course, the same comment applies to all statistical classifiers that require knowledge of p0 (x) and p1 (x) for every possible
value of x. In the case of a missing input, we are thus led to use a
nearest neighbor classifier as detailed in Section 4.2.
4.4.2. Logistic discrimination
In the logistic form for the posterior probabilities for two categories (normal or abnormal) in the well-known Cox–Day–Kerridge
approach (see, e.g., Ref. [19]), the fitted y = 0 or 1 takes the form
Logit ŷ = 1/(1 + exp[0 + 1 x1 + · · · + n xn ]).

as abnormal. To accomplish this and also evaluate the performance
using a ROC curve, we need to consider an adaptive threshold for
s(x). This is accomplished by allocating the radiograph as normal if
s(x) < 1 + V where V is a free parameter. Else, the radiograph is classified as abnormal. Here, V is varied to generate different operating
points.
For normal classification, the use of s(x) < 1 + V indicates that a
small number of positive ratings have been counted. For example, for
V = 0, we would classify a radiograph as normal if no positive ratings
have been marked. On the other hand, for V =6, all radiographs would
be classified as normal while for V = −1, all radiographs would be
classified as abnormal.

(8)

In the present application, x = (x1 , . . . , x6 ), xi = 0 or 1, and n = 6.

1 (x1 , x2 , x3 ) = 1 + x1 + 2x2 + 4x3 ,

(10)

2 (x4 , x5 , x6 ) = 1 + x4 + 2x5 + 4x6 .

(11)

For this classifier, we allocate x as abnormal if either 1 + 2 > 4 + 4V,
1 > 2 + 2V or 2 > 2 + 2V. Else, the radiograph is classified as normal.
Here, as for the summation classifier, we vary V to generate different
points on the ROC curves.
The weighted classifier is an extension of basic summation classifier. Here, as recommended by our medical team, more emphasis
is placed on the middle and lower parts of the lung. Thus, we would
expect that disease would progress from the top (x1 , x4 ) to the middle and lower portions of the lung. Thus, in defining 1 , 2 , we use
a weight of 2 for x2 , x5 and a weight of 4 for x3 , x6 . Then, to account
for asymmetries, we define a classification rule based on the sum of
both lungs: 1 + 2 as well as the individual lung sums 1 , 2 . As for
the summation classifier, the use of different values for V allows us
to classify based on different numbers of positive ratings.
5. Results
5.1. Spatial symmetry
In order to evaluate the validity of a specific classifier, it is important for us to establish that it satisfies clinical requirements on
disease growth. In this case, we are interested to know if disease
appears equally on the right and left lungs.
To investigate right–left symmetry, we form the right lung sum
S123 =x1 +x2 +x3 , and compare it against the left lung sum S456 =x4 +
x5 + x6 . The results are shown in Table 1, where we have restricted
the data set to all pairs for which both of the readers provided a
q-rating.
In perfect left-right symmetry, all the off-diagonal entries would
be zero. The agreement between the two lung grades is evaluated

Table 1
Left-right agreement for pooled data

4.4.3. K-means classification
In K-means classification, we first compute means for each category. For each training sample we compute the Mahalanobis distance for correlated random variables to each of the means.
4.4.4. Summation classifier
For the summation classifier, we simply add all the binary ratings:
s(x) = x1 + x2 + · · · + x6 .

(9)

The basic classifier would then need to classify the lung as normal if
s(x) is small. Else, for larger values of s(x), we would classify the lung

Right sum
0
Left
Sum
Total

0
1
2
3

Total
1

2

3

6
9
0
0

8
116
18
2

0
13
78
9

0
1
5
29

14
139
101
40

15

144

100

35

294

Left-right lung agreement is based on pooled data where both raters selected q
(non-q normal ratings were not considered). The weighted kappa statistic between
right and left lungs was 0.72 with a 95% confidence interval of 0.65–0.78. The simple
kappa statistic was 0.65 with a 95% confidence interval of 0.58–0.72.
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C1 = Cs1 + Cs2 + Cs3

1 1

−
C2 = Cs1 + Cs2 +
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1 1
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1 −
1 1

0 0
1 1

C1 =

1 1
+

1 1

0 0

Cmax = Cp1 ·

0 0

00
+

1 1

Cp1 =

11

1 1
1 −

1 1
0 1

1 1

Fig. 3. Optimal Lung decompositions as a product of prototypes. Here, the product
should be interpreted as a logical and. A positive score for the whole lung requires
that the given lung opacity scores should satisfy the requirements for all prototype
lungs. In particular, the input scores should match at least one of the marked regions
in the prototype lungs. The logic description provides an optimal product list of
possible abnormal lung prototypes for: (a) the first reader, (b) the second reader,
(c) the Min classifier (lower bound on ground truth), (d) the Max classifier (upper
bound on the ground truth) and (e) the list of common lung prototypes.
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Fig. 2. Optimal lung decompositions as a sum of prototypes. Here, the sum should
be interpreted as a logical or. A positive score for the whole lung requires that
the given lung opacity scores match at least one of the lung prototypes. The logic
description provides an optimal list of possible abnormal lung prototypes for: (a)
the first reader, (b) the second reader, (c) the Min classifier (lower bound on ground
truth), (d) the Max classifier (upper bound on the ground truth) and (e) the list of
common lung prototypes. For each lung prototype, `1' denotes that opacity presence
is required, `0' denotes that opacities should not be present and `–' implies that
there is no requirement for opacity presence or absence.

using both simple and weighted kappa statistics, as shown in
Table 1 [23]. For this example, the overall inter-rater agreement was
found to be very good [23]. Similarly, if examining other types of
symmetries, such as up-down, or rotational symmetries, we simply
form an appropriate sum of variables that we require to remain
fixed.
5.2. Classification modeling results
In this section, we present logic-function representations for the
two readers, the minimum and maximum classifiers (see Section 4),
and ROC curves for the five classifiers given in Section 4. We use
the term classification modeling to refer to the logic-function representations for the two readers. We also use the term classification
analysis to refer to the analysis of the logic-function representations.
We provide an interpretation of the results in Section 6.

We present optimal sum of product decompositions in Fig. 2. Alternatively, we provide optimal product of sum decompositions in
Fig. 3. For the decompositions, we use the lung prototype notation
that is presented in Fig. 1. In each case, we present optimal decompositions for each classifier using elementary lung prototypes. We
provide more detailed descriptions of each decomposition in the
captions of Figs. 2 and 3.
For the optimal sum of product decompositions, we present comparative results using the statistical and summation classifiers in
Figs. 4 and 5. Recall that we use the term best operating point for
the ROC curve point that is closest to the point represented by
Specificity = Sensitivity = 1. This point is represented as the upper-left
point in the ROC curves of Fig. 4. We summarize the best operating
points for the summation classifier in Table 2.
6. Discussion
In what follows, we will provide a critical interpretation of the
results. First, we note that the results in Section 5.1 clearly indicate that the lung symmetry criterion applies (see Section 3). In
other words, we expect disease to appear symmetrically on the right
and left lung regions. In what follows, we also discuss the disease
growth criterion and the strong agreement among the classifiers (see
Figs. 4 and 5).
From Fig. 2, we see that Cs1 is shared by all classifiers: C1 , C2 , Cmin
and Cmax . In both lung prototypes of Cs1 , we can see that the
presence of lung opacities in the lower regions implies an abnormal classification. Furthermore, in all common terms: Cs1 , Cs2 , Cs3 ,
we can see that we have opacities in at least one of the two
lower lung regions. In the lowest estimate of the abnormal lung:
Cmin , we can see that all lung prototypes require the presence
of opacities in the lower regions (see Fig. 3(c)). Thus, when both
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Fig. 4. Receiver operating characteristic (ROC) curves as measures of agreement
between the proposed methods and (a) reader # 1, (b) reader # 2.

lower lung regions are marked, we expect the lung to be marked as
abnormal. This is in agreement with clinical expectations that the
disease progresses from the top to the bottom of the lung. Thus, if
abnormalities appear in the lower regions, we are confident that the
case is abnormal.
For the optimal product of sums representation, it is interesting
to examine the Cmax classifier shown in Fig. 2(c). Here, we note that
both Cmax and C2 share the common term of Cp1 . Now, to satisfy
Cp1 , C2 , Cmax , we require that at least one of the middle or lower
regions be marked as positive. On the other hand, the expressions
for Cmin and C1 are satisfied even for the simple case where opacities
appear in the upper parts of the lung. As we shall explain next, we
believe that this is an inevitable artifact that significantly limits the
applicability of the product of sums approach.
To understand the limitation of the product of sums approach, we
first note that the optimal product is computed by computing an optimal sum of products on the complementary classifier C  (x1 , . . . , x6 ).
In other words, the optimal product of sums provides a summary of
the negative-ratings (zeros) on the lungs while the optimal sum of
products summarizes the positive ratings. However, there is a disproportionate number of negative-ratings as compared to positive
ratings. The reason for this is simple. When pneumoconiosis was

0

0.2

0.4
0.6
1−Specificity

0.8

1

Fig. 5. Receiver operating characteristic (ROC) curves as measures of agreement
between the proposed methods and (a) the minimum classifier and (b) the maximum
classifier. In (a), the minimum classifier selects the minimum between the reader
classifications. In (b), the maximum classifier selects the maximum between the
reader classifications.

Table 2
Summation classifier approximations to all readers
Reader

ROC area

Best param.

Best sens.

Best spec.

Reader # 1
Reader # 2
Min class.
Max class.

0.99
0.94
0.97
0.96

1
1
0
1

0.94
0.97
1.00
1.00

0.94
0.82
0.94
0.80

Please note that the measurements reflect the agreement between the model and
the readers. For example, an ROC area of 1 for Reader # 1 indicates that the
summation classifier can be used to perfectly model the first reader. This is not to
be confused with the ground truth based on the physical lung.

established beyond reasonable doubt, the miner was removed from
exposure to reduce the spread of the disease. As a result, the database
included a limited number of advanced cases. And as an artifact, the
product of sums approach wrongly assumes the missing data sets to
be negative. Note that this violates our requirement for covering the
case for disease progression. We are thus led to only consider the
sum of products results as being valid.
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From Figs. 4 and 5, it is interesting to note that we obtained similar classification results from all classifiers. However, please note
that the Logit, Bayesian and K-means classifiers are more complex
than the summation and weighted-sum classifiers. In particular, unlike the statistical classifiers: Logit, Bayesian and K-means, both the
summation and weighted-sum classifier only require a single parameter (see discussion on V in Sections 4.4.4 and 4.4.5). Furthermore, it
is important to note that the summation classifier satisfies the symmetry and disease growth criteria that we discussed in Section 3. In
general, we cannot guarantee that the Logit, Bayesian and K-means
classifiers would satisfy these criteria. Thus, we chose the summation classifier of Eq. (3) as the simplest and most robust classifier. As
we demonstrate in Table 2, the summation classifier can also closely
approximate both readers, the minimum and maximum classifiers.
In terms of estimating the physical lung ground truth, it is clear
from Table 2 that the maximum classifier appears to be the best
choice. At the best operating point, the same summation classifier
(with the same parameter V = 1) can accurately approximate both
readers and the maximum classifier. At the best operating point, the
summation classifier will classify a chest radiograph as being abnormal if two or more ROI regions were marked for disease presence.
7. Conclusion
In this paper, we have presented a number of new models for
characterizing region of interest classifiers. In Section 3, we discussed
the use of logic functions as a unifying model for characterizing all
binary classifiers and also discussed classifier requirements in terms
of symmetry and disease growth. This discussion led to our study
of summation, weighted sum, and the Logit classifiers. Furthermore,
we have introduced the Bayes classifier and the K-means classifier
with Mahalanobis distance for correlated random variables.
We have found that the sum-of-products decomposition is an effective method for characterizing region of interest classifications.
This approach provides for a very efficient way to summarize binary
classifiers in terms of elementary lung prototypes that can also be
shared among classifiers (see Fig. 2). It is also interesting to note the
excellent performance of the simple summation classifier, allowing
us to approximate all other classifiers while also satisfying our requirements for symmetry and disease growth.
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