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Abstract—We introduce a dynamically reconfigurable framework for implementing single-pixel operations. The system relies
on a multiobjective optimization scheme that generates Paretooptimal realizations in the power/energy-performance-accuracy
(PPA/EPA) spaces. The Pareto-optimal realizations and their
PPA/EPA values are stored in DDR-SDRAM and can be chosen
dynamically to meet time-varying constraints. Results are shown
in terms of power, accuracy (peak signal-to-noise ratio) of the
resulting image, and performance in frames per second. Dynamic
PPA/EPA management is implemented using dynamic partial
reconfiguration and dynamic frequency control.
Index Terms—Dynamic partial reconfiguration (DPR), fieldprogrammable gate-array (FPGA), look-up table (LUT)-based
architectures.

I. Introduction

T

HERE IS A strong interest in developing effective methods that allow hardware systems to respond to runtime
constraints on power and performance. For example, it is interesting to consider scalable solutions that can deliver different
performances based on energy constraints. Here, a low-energy
solution will be needed when there is a requirement for longtime operation. On the other hand, a high-performance solution
is often considered when there are no power (or energy)
constraints.
Effective runtime management of hardware resources can
be handled via dynamic partial reconfiguration (DPR). DPR
technology, currently available on field-programmable gatearrays (FPGAs), enables the runtime allocation and deallocation of hardware resources without requiring system restart.
In addition to modifying resources, FPGAs with digital clock
managers (DCMs) also allow for real-time modification of the
operating frequency.
Given the significant processing requirements associated
with real-time video processing, it is interesting to consider
digital video applications. Here, we are mainly concerned
with the implementation of common single-pixel operations
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[1], which include gamma correction, contrast enhancement,
histogram equalization, histogram shaping, thresholding, Huffman table encoding, and quantization. Here, each output pixel
only depends on the corresponding input pixel. For example,
the output pixels in gamma correction are given by O = α×I γ ,
where I denotes the intensity of the input pixels for suitable
values of α and γ. Histogram shaping consists of mapping
the grayscale value of each pixel to a new value so that
the histogram of the transformed image will be close to
a given shape [1]. With the histogram shape of the input
image, we can obtain the hardware realization of the histogram
shaping map as a single-pixel operation [1]. In histogram
equalization, we compute a mapping between the input and
output pixel I− eq = HistEq (·). Here, HistEq (·) is a singlepixel operation.
To compare among different single-pixel realizations, we
consider power requirements, performance in terms of frame
rates, and accuracy [power-performance-accuracy (PPA)].
Then, the goal of the dynamically reconfigurable pixel processor is to select an optimal architecture that satisfies timevarying PPA constraints. Thus, the process of determining
an optimal solution is defined in terms of multiobjective
optimization, with the goal of reducing power consumption,
while maximizing performance and accuracy, subject to timevarying PPA constraints.
We refer to the process of controlling power, performance
and accuracy at runtime as dynamic power-performanceaccuracy (DPPA) management. Let us consider a simple example. Suppose that a video processing system is asked to deliver
performance at 30 f/s on limited battery life that needs to
operate for at least 100 h. If we can meet the performance and
energy requirements, we can then select the highest-accuracy
system realization. Then, after 1 h, suppose that a fast moving
target is observed. This will likely require an increased frame
rate. Now, suppose that we are asked to deliver performance
at 100 f/s at certain accuracy. This will certainly increase
the power requirements and we will select the lowest-power
hardware realization that meets the performance (≥100 f/s) and
accuracy constraints. Thus, we see that DPPA management is
especially important for video systems with time-varying PPA
requirements.
DPPA management had been suggested in earlier works,
e.g., [2]–[4], where the authors used DPR for power and
accuracy management in audio and video processing systems.
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More recently, we have DPPA management using DPR in
networking [5], dynamic arithmetic [6], DCT implementation [7]. In these works, DPR was used to trade off between power and performance requirements. Tradeoffs between power, performance, and precision were considered
in [6].
To achieve DPPA management, we generate a space of
different realizations, called the PPA space. Then, we determine optimal realizations in the multiobjective (Pareto) sense
[8]. To generate the PPA space, we produce a parameterized
architecture based on the input bit-width, output bit-width, the
number of cores, and the frequency of operation. An early
version of a single-pixel architecture that allowed switching
between functions was presented in [9].
We are mainly interested in applications where the dynamic
reconfiguration rate is relatively low. We do not expect runtime
constraints to change faster than once a second. Here, note
that the formal assessment of visual quality of digital images
by human observers requires a minimum of 15 s [10, p. 13].
It is thus reasonable to expect that dynamic reconfiguration
associated with video display applications will not need to
be applied at a rate faster than once per second. As we detail
later, our hardware has a reconfiguration overhead significantly
lower than 1 s. The reduction of DPR overhead is an area of
active research (e.g., [7], [11]–[13]).
Our DPPA management framework uses a bottom-up approach. First, we develop and parameterize an efficient architecture for single-pixel operations. Then, we vary the hardware parameters to generate the PPA space. Third, we use
multiobjective optimization to determine the Pareto-optimal
realizations. DPPA management selects among Pareto-optimal
realizations to meet time-varying constraints.
We define optimality in terms of three criteria: power/
energy, performance, and accuracy. A hardware realization
is considered better than another one if it requires less
power/energy, while it delivers better performance and accuracy. In general, there are tradeoffs among power/energy, performance, and accuracy (e.g., we expect higher power/energy
requirements in order to deliver more performance and accuracy). This motivates the use of Pareto optimality. A hardware
realization is defined to be Pareto optimal if it is not possible
to improve on all criteria without deteriorating in at least one
of them [8]. The basic ideas are illustrated in Fig. 1(a) and (b).
The tradeoff between the criteria leads to the consideration of
a set of points that is called the Pareto front.
The main contributions of this paper include: 1) an optimization framework for dynamic PPA management of the
pixel processor; 2) the development of a fully customizable
intellectual property (IP) core in VHDL; and 3) a method to
reconfigure via DPR and runtime frequency control.
The remainder of this paper is organized as follows.
Section II presents background and related work. Section III
describes the pixel processor architecture and parameterization. Section IV details DPR and frequency control of the
pixel processor. Section V details the multiobjective optimization framework. Section VI presents the experimental
setup. Section VII presents the results. Section VIII provides
conclusions.
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Fig. 1. Multiobjective optimization of the PPA space. (a) 2-D Pareto front.
(b) 3-D Pareto front. (c) Two constraints applied to the 2-D Pareto front.
(d) Two constraints applied to the 3-D Pareto front. The circled point is the
realization with the minimum power consumption.

II. Background and Related Work
We begin with a summary of related work on the use
of DPR for image processing implementations. In [7], the
authors presented a design that reconfigures among discrete
cosine transform (DCT) modules of different sizes. The different DCT configurations were studied in terms of power,
throughput, and (standard) image quality metrics. A dynamic
systolic array accelerator for Kalman and wavelet filters was
presented in [14]. The work in [15] presents a fingerprint
image processing hardware whose stages are multiplexed in
time via DPR. The 3-D Haar wavelet transform (HWT) was
implemented by dynamically reconfiguring a 1-D HWT core
thrice in [16]. A JPEG2000 decoder where the blocks are
dynamically swapped appears in [17]. The work in [18]
presents a dynamic 1-D FIR filtering system implemented with
distributed arithmetic.
As for related work on single-pixel processing architectures,
two methods are common: LUT-based and custom hardware.
In [9], we presented a single-pixel hardware (8-b input, 8-b
output) that stores the output pixel values in look-up tables
(LUTs). The hardware can be dynamically reconfigured to
perform arbitrary single-pixel functions. In [19], the authors
presented custom architectures for three single-pixel functions
(8-b input, 8-b output). A Xilinx gamma correction core is
described in [20]. The architecture is based on BlockRAMs
whose contents can be modified on-demand. An ALTERA
LUT-based core allows for the runtime modification of LUT
contents via a special interface [21]. These approaches do not
address issues associated with runtime modifications of the
input or output bit-widths or the frequency of operation.
A custom architecture for precise gamma correction
is presented in [22]. Reference [23] describes a contrast
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Fig. 2. Pixel processor architecture. (a) Virtex-4 LUT8-to-1 implementation. Note the recursive implementation with specific CLB primitives (LUT4,
MUXF5/6/7/8), LUT4 ≡ LUT4-to-1. (b) Recursive implementation of an NI-to-1 LUT. (c) Implementation of an NI-to-NO LUT. (d) Pixel processor core.

enhancement hardware that self-adjusts based on the
histogram of the current frame. A histogram equalization
architecture is presented in [24]. Reference [25] describes
image enhancement using a successive mean quantization
transform. These architectures lack the versatility of the LUTbased approaches, but they can require far fewer resources
for large input pixel bit-widths.
The tradeoffs between power, performance, and accuracy for
hardware architectures have also been investigated. In [26],
dynamic precision management for loop computations was
analyzed. In [3], the authors proposed the use of dynamic
reconfiguration based on perceptual tolerance to meet lowpower constraints. In [4], the impact of numerical precision
on power consumption is studied for audio processing applications. In [6], dynamic arithmetic cores are evaluated in
terms of power, performance, and precision. Here, the use of
DPR provided a low-energy example where the dual fixedpoint arithmetic cores and the double floating point performed
in a linear algebra example. A configuration manager that
can dynamically adapt DCTs of different sizes based on PPA
considerations was presented in [7].
To the best of our knowledge, no previous work has
explored the power-performance-accuracy space using a multiobjective optimization approach as proposed here. As we
shall demonstrate by an example, this approach offers some
unique advantages, since it allows for both joint and separable
optimization based on a range of criteria and constraints.
Our paper seeks to extend prior research in the area of
single-pixel operations for image enhancement by developing a fully parameterized LUT-based architecture that uses
DPR and dynamic frequency control to control the PPA
space. We also propose a multiobjective optimization framework to derive a set of optimal pixel processor realizations

over which we can dynamically reconfigure to meet PPA
constraints.
III. Pixel Processor Architecture
Here, we detail a fully parameterized architecture based on
efficient mapping of LUTs. An early version appears in [9].
A. Implementation of an NI-to-NO LUT
1) LUT NI-to-1: This module uses NI input bits and
one output bit. Xilinx FPGAs contain hardwired L-to-1 LUT
primitives with L = 4 (Virtex-II Pro, Virtex-4), and L = 6
(Virtex-5, Virtex-6). LUTs with higher number of input bits
are built by combining the LUT primitives with multiplexers.
The idea is depicted in Fig. 2 for 8-b inputs. Each output
bit for each pixel operation is implemented as a function of
8-b inputs [Fig. 2(a)]. The four least-significant bits are stored
in the LUTs. The most significant bits are used as selector
inputs to the multiplexers [9]. Formally, the contents of the 16
4-variable LUTs are given by Fi (a3 a2 a1 a0 = 0000, . . . , 1111)
for i = a7 a6 a5 a4 = 0000, . . . , 1111 indexing the LUTs, as
shown in the top row of Fig. 2(a), a7 a6 · · · a0 denote the 8-b
input image intensity, and Fi is derived from F that denotes
the 1-b output function that is being implemented.
Xilinx devices let us instantiate primitives of optimized
NI-to-1 LUTs for NI up to 8 [9]. LUTs with NI > 8 are
implemented by recursively combining two “NI-1-to-1” LUTs
with a multiplexer, as in Fig. 2(b). The hardware complexity
grows exponentially as NI increases, and thus there is a point
at which an NI-to-1 LUT becomes unfeasible.
2) LUT NI-to-NO: Fig. 2(c) depicts how an LUT NI-toNO is built based on “NO” LUTs NI-to-1. Each LUT NI-to-1
implements a column of the LUT NI-to-NO.
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Fig. 3. Embedded system over which we can perform DPPA management. (a) Embedded system that supports DPR and frequency control. The memory
holds n unique bitstreams that are needed for the Pareto front. The pixel processor can be connected to any interface. (b) Example of a Pareto front with m
Pareto points (note that n ≤ m). A Pareto point is a unique combination of a bitstream and frequency.

B. Pixel Processor Architecture
This core, depicted in Fig. 2(d), consists of a collection of
“NC” NI-to-NO LUTs. It provides the following parameters.
1) NC: number of single-pixel processor cores.
2) NI: number of input bits of each single-pixel processor
(or the number of bits of the input pixel).
3) NO: number of output bits of each single-pixel processor
(or the number of bits of the output pixel).
4) LUT contents: given in a text file. These values specify
a unique single-pixel function (e.g., gamma correction).
Depending on the application, the LUT contents of each
core can be identical or different. In this paper, we focus on
applications where each core holds the same LUT contents.
An example of LUT contents varying for each core is color
processing where each color component is processed by a
different single-pixel function. Refer to [9] for details on the
mapping of the function values to the LUTs inside the FPGA.
There might be applications in which NI and NO need to be
different for each single-pixel processor core. However, for
the vast majority of applications, NI and NO remain fixed
for all the cores. The VHDL code of the pixel processor
IP is available under the reconfigurable computer architecture
research link from the main http://www.ivpcl.org website.
IV. Dynamic Frequency Control and
Reconfiguration of the Pixel Processor
The pixel processor parameters can be modified at runtime
via DPR. DPR allows us to dynamically allocate resources ondemand. We can use DPR to: 1) modify the single-pixel function by re-using the same resources [9]; 2) reduce the number
of input and/or output bits (reducing resource consumption) at
the expense of degraded accuracy; and 3) increase performance
by increasing the number of cores. In addition, we can modify
the frequency of operation at runtime via the DCM, enabling
us to directly control performance and power.
A. Dynamic Reconfiguration of the Pixel Processor
DPR allows us to control number of cores (NC), number of
input (NI) bits, number of output (NO) bits, and the LUT
contents. A design where only the LUT contents can be

dynamically altered was presented in [9]. Fig. 3(a) depicts the
block diagram of an embedded system that allows for DPR.
The processor can be hard-core (PowerPC) or soft-core
(e.g., MicroBlaze, ARM). A compact Flash card stores partial
bitstreams and input frames. The memory stores runtime data
(e.g., input video frames, processed video frames, and partial
bitstreams). For fast data processing, we can use a direct
memory access (DMA) controller. The Ethernet core grabs
new partial bitstreams or video frames from a PC and sends
processed video frames to the PC. It is also an interface for
throughput measurements and system status. The Ethernet core
lets us perform DPR from the PC or remote location.
To perform DPR, the partial reconfiguration region (PRR)
must be defined. The PRR houses “NC” NI-to-NO LUTs,
and it is dynamically reconfigured (effectively modifying NI,
NO, NC, and LUT contents) by streaming a partial bitstream
file (hardware configuration data) to the internal configuration
access port (ICAP), which is driven by the ICAP controller.
The pixel processor I/O interface depends on the application
(e.g., PLB, FSL as in [9], external). The frequency control
core, connected to the processor via the device control register
(DCR) bus, provides a clock to the pixel processor.
B. Dynamic Reconfiguration of Frequency
DCMs inside FPGAs provide a wide range of clock
management features [27]. The dynamic reconfiguration port
(DRP) of the DCM is a register-based interface that can
adjust the frequency and phase at runtime without loading a new bitstream to the FPGA. Fig. 4 depicts the
dynamic frequency control hardware. The Xilinx Virtex-4
DCM primitive is named DCM− ADV (MMCM− ADV for
Virtex-6 FPGAs). We connect the DCM to the DCR bus
via a DCR Slave interface. The architecture of the DCR
Slave interface varies as different FPGA families follow a
slightly different method for loading the M and D values. The
frequency is dynamically controlled by modifying the ratio of
M to D (see Fig. 4).
V. Optimization Framework for the
Pixel Processor
We want a system that can select optimal realizations based
on PPA constraints. The optimization is carried out for a
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TABLE I
Different Types of Power Consumed at Each
Rail for an FPGA

Static

Dynamic
Fig. 4. Frequency control via the DCR Bus interface. The dynamic reconfiguration port of the DCM is shown in blue. The reference clock clkin is
connected to the clock from the PLB Bus.

specific single-pixel function. We detail: 1) the generation
of a set of pixel processors; 2) power, performance, and
accuracy measurements; 3) how the optimal pixel processors
are extracted from the complete set; and 4) how we adjust pixel
processor parameters and frequency based on PPA constraints.
A. Generation of the Set of Single-Pixel Processors
The space of pixel processor realizations is generated by
varying the pixel processor parameters (NI, NO, and NC),
and the frequency of operation. The LUT contents depend on
NI and NO. The selection of the parameters and/or frequency
combinations depends on the application. The collection of
PPA values of each single pixel processor realization forms
the PPA space. This PPA space is generated offline, as it is a
lengthy process.
B. Performance Measurements
Performance can be measured as bytes processed per second, or f/s. Input pixels are usually 8-b wide. We report
performance from the IP angle, i.e., assuming that the IP
shown in Fig. 2 can process NI×NC b and output NO×NC b
per clock cycle. The performance of the embedded system
depends on many factors (cache size, processor type, bus
type, usage, and so on) that are subject to change. Here, the
embedded system is just a generic test-bed. The performance
(number of bits processed per unit of time) is given by
Performance (Mb/s) = NI × NC × f (MHz) .

(1)

For digital video processing, performance is measured in
terms of f/s. Note that f/s does not take into account the
number of bits of the input pixels (NI)
f/s =

106
Tframe (us)

Tframe (us) =

1
frame size
×
.
f (MHz)
NC
(2)

C. Power Measurements
In this subsection, we detail the IP power consumption
measurement. The IP (shown in Fig. 2) is the sole component
included in PRR. Table I provides a concise description of
different power types inside the FPGA. The device static
power depends on the environment, the device size, and the

Drawn by the device when it is powered up, configured
with user logic, and there is no switching activity.
Device static Consumed by the device when it is powered
up and without programming the user logic.
Design static Consumed by the user logic when the device
is programmed and without any switching
activity.
It is the fluctuating power as the design runs; it is generated
by the switching user logic and routing.

For the XC4VFX60 Virtex-4, the device static power is 0.44 W (at 25 °C).

device family. For all practical purposes, it is assumed to be
constant.
We report power as the sum of the dynamic and design
static power (see Table I). The design static power is a
function of the utilized resources and it is included as the
pixel processor realizations exhibit a large variation in resource
consumption. To estimate FPGA power consumption, we use
the power supply rails: 1) internal supply voltage VCCINT
with current ICCINT, and 2) auxiliary supply voltage VCCAUX
with current ICCAUX. We do not consider the output supply
power since it is only associated with the power drawn by the
external pins. Thus, the IP power results
Power IP = VCCINT × (ICCINT − ICCINTQ) +
VCCAUX × (ICCAUX − ICCAUXQ)

(3)

where ICCINTQ, ICCAUXQ are defined as the device static
supply currents (of their respective voltage rails).
Measuring power directly [6] requires custom-built boards
that provide access to the voltage rails. Instead, we estimate
power consumption with the Xilinx power analyzer (XPA)
tool at 25 °C. XPA provides an accurate estimate based
on simulated switching activity of the place-and-routed circuit and exact utilization statistics [28]. Power estimation in
reconfigurable systems is an area of active research. XPA
accuracy of 70%–94% was reported in [29] for dynamic power
consumption. The accuracy strongly depends on proper modeling of input switching activity and environmental conditions
(junction temperature, airflow, and so on).
We also consider power consumption during partial reconfiguration. Unfortunately, no software tool can provide an
estimate of this power consumption. In [6], hardware measurements determined that only ICCAUX increases by 25 mA
during DPR for the Virtex-4 XC4VFX12 FPGA. Assuming
that this dynamic current remains the same within the same
device family, we can estimate the DPR power with
Rec. Power = VCCAUX × ICCAUX (increase) .

(4)

Furthermore, for our applications in a digital video,
we will report energy consumption in terms of energy
spent for processing a single frame (along with the frame
size)
Energy per frame (μJ) = Power × Tframe (μs) .

(5)
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Fig. 5. (a) Pixel processor slave PLB interface. In the figure, NI = NO = 8, NC = 4. The PRR can change as long as NI×NC ≤ 32 and NO×NC ≤ 32.
(b) State machines for each clock region.

D. Accuracy Measurements
We measure the accuracy using the peak signal-to-noise
ratio (PSNR) between the fixed-point FPGA output and the
output with double floating-point arithmetic.
E. Generation of Optimal Pixel Processor Realizations

Thus, it makes sense to consider the case where we minimize
one objective while imposing constraints on the other two.
Without loss of generality, suppose that we want the minimum
power realization (Ri) subject to minimum accuracy and
performance requirements. Then, we want to solve
min Power (Ri)
Ri

From the PPA space, we pick the optimal pixel processor
realizations. Here, we define a realization to be optimal in the
Pareto (multiobjective) sense [8], i.e., if we cannot improve on
its PPA values without deteriorating on at least one of them.
Our goal is to minimize power, maximize performance, and
maximize accuracy. For a given set of pixel processors, we
want to find the collection of all Pareto-optimal points, i.e.,
the Pareto front (see Fig. 1). In Fig. 1, we plot realizations
as points against power and the negatives of performance and
accuracy. Thus, optimal realizations appear lower-left in 2-D
[Fig. 1(a)]. The idea is then extended to 3-D in Fig. 1(b).
The idea of satisfying multiobjective constraints is illustrated in Fig. 1(c) and (d). Independent constraints appear
as lines in 2-D and planes in 3-D. Optimal realizations are
selected from the Pareto-optimal points that also satisfy the
constraints. Dynamic constraint satisfaction only requires that
we select Pareto-optimal points when the constraints change.

In this case, the Pareto-optimal points that satisfy the constraints are yellow-colored in Fig. 1(d). The minimum-power
realization is circled. Ri comes with specific pixel processor
parameters and frequency of operation. Ri is implemented via
DPR and/or dynamic frequency control.
The embedded system of Fig. 3(a) allows us to modify the
pixel processor parameters and the frequency of operation.
Each realization is represented by its unique combination of
partial bitstream and frequency of operation (the Pareto front
can contain bitstreams that are associated with more than one
frequency). Fig. 3(b) shows how one moves along the Pareto
front via DPR and dynamic frequency control of the DCM.

F. Dynamic PPA Management Based on DPR and Dynamic
Frequency Control

In this section, we provide details of the embedded platform
and the scenarios under which we tested the pixel processor.

Pareto-optimal realizations are stored in memory and are
represented by their associated partial bitstreams, frequency of
operation, parameters, and PPA measurements. Fig. 3 shows
a system that can perform dynamic DPPA management.
Dynamic PPA management is based on selecting a single
realization that satisfies the dynamic constraints. Fig. 1(d)
shows an example with two constraints, where the Paretooptimal points that satisfy the constraints are yellow-colored.
Note that we want to pick a single realization. When PPA
constraints are given, we can have more than one solution.

subject to

Accuracy (Ri) ≥ 50 dB
Performance (Ri) ≥ 30 f/s.

(6)

VI. Experimental Setup

A. Platform Testing Scheme
Fig. 3(a) shows a generic embedded system. The pixel
processor system was implemented on the ML410 Dev. Board
that houses an XC4VFX60-11FF1152 Virtex-4 FPGA and a
64 MB DDR-SDRAM. We use the PowerPC processor clocked
at 300 MHz, with peripherals running at 100 MHz. The pixel
processor IP is connected to the PLB Bus. We use the Xilinx
ICAP core. The embedded system serves as a validating
platform from which we get the processed images.
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TABLE II

B. PLB Interface and Frequency Control
The pixel processor is connected to the PLB Bus via a 32-b
PLB Slave burst interface. We use the Xilinx Central DMA
core that supports burst transfers. The 32-b PLB transaction
requires NI×NC≤32 and NO×NC≤32 for optimal bus usage.
The frequency control core, shown in Fig. 4, acts as a slave
to the DCR bus. The reference clock clkin
  is connected to the
PLB clock (100 MHz). Thus, clkfx = M D × 100 MHz.
For Virtex-4 FPGAs, clkfx is limited to 32–210 MHz in
the “low-frequency mode,” and to 210–350 MHz in the “highfrequency mode” [30]. Switching frequency modes require a
sequence of reads or writes on the DRP of the DCM. To
minimize overhead required for implementing clock speeds
above PLB− clk, we require clkfx ≤ PLB− clk. Thus, any M/D
combination has to yield a clkfx in the range of 32–100 MHz.
Fig. 5 shows the pixel processor as a PLB peripheral. We
clock the pixel processor cores (the PRR) at clkfx, while the
rest is clocked at PLB− clk. The clocks’ difference is handled
by the input and output FIFOs that keep the PLB− clk and clkfx
clock regions separated. Modifying PLB− clk at runtime is undesirable since other peripherals (e.g., SystemACE, Ethernet)
use the PLB− clk value as a parameter, requiring the dynamic
reconfiguration of these IPs as well.
C. Selection of Pixel Processor Parameters and Frequency of
Operation for the Generation of the Set of Pixel Processors
Typical image and video formats are limited to a maximum
of 12 b per sample (for each color channel). Thus, we work
with 12-b and 8-b images. To reduce the input bit-width,
we simply select the most significant bits. To maintain high
accuracy in the results, we require the number of outputs bits
to be equal to or above the number of input bits (NO≥NI).
This requirement can be relaxed in certain cases. For example,
when output displays are 8-b, there is no need to compute more
than eight output bits (e.g., [22]). For the adjustable frequency
of operation clkfx, we select five different frequencies (MHz):
100.00 (M = 2, D = 2), 66.66 (M = 2, D = 3), 50.00 (M =
2, D = 4), 40.00 (M = 2, D = 5), and 33.33 (M = 2, D = 6).
For testing of the pixel processor, we consider three different
implementation scenarios: 32-b I/O constrained, 8/12-b input
constrained, and fixed-frequency constrained.
1) 32-B I/O Constrained Implementations: Here, the pixel
processor is implemented in the 32-b embedded system of Section VI-A. The choice of the parameters NI, NO, NC depends
on the resource availability and the constraints NI×NC ≤ 32
and NO×NC ≤ 32. Table II lists the parameters and frequency
combinations for both 12-b (NI: 12→5) and 8-b images (NI:
8→5). Here, power and resource consumption consider the
LUT-cores and the PLB interface.
2) 8- and 12-B Input Constrained Implementations: In
this case, NI is either 8 or 12. We do not restrict NO
and NC (except for NO≥NI). NC can be as high as the
FPGA device can allow. Table III lists the parameters and
frequency combinations. Power and resource measurements
only consider the implementation of the LUT cores (NC NIto-NO LUTs).
3) Fixed-Frequency Constrained Implementations: This
case is similar to the previous (8/12-b input) case. However,

32-B I/O Constrained Implementations
NI
5
6
7
8
9
10
11
12

5(4)

6(4)
6(4)

7(4)
7(4)
7(4)

9(2)

10(2)
10(2)

11(2)
11(2)
11(2)

NO
8(4)
8(4)
8(4)
8(4)
12(2)
12(2)
12(2)
12(2)

(NC)
9(2)
9(2)
9(2)
9(2)
13(2)
13(2)
13(2)
13(2)

10(2)
10(2)
10(2)
10(2)
14(2)
14(2)
14(2)
14(2)

11(2)
11(2)
11(2)
11(2)
15(2)
15(2)
15(2)
15(2)

12(2)
12(2)
12(2)
12(2)
16(2)
16(2)
16(2)
16(2)

8-b images: upper side of table. 12-b images: entire table. Each
implementation is tested for five different frequencies: 100, 66.66, 50, 40,
and 33.33 MHz.
TABLE III
8/12-B Input Constrained Implementations (No Restriction
Imposed by an I/O Interface)
Image

NI

8-b

8

12-b

12

NC
2
4
6
8
10
2
4
6
8

NO

8

9

10

11

12

12

13

14

15

16

Each implementation is tested for five different frequencies: 100.00, 66.66,
50.00, 40.00, and 33.33 MHz.
TABLE IV
Fixed Frequency (100 MHz) Constrained Implementations (No
Restriction Imposed by an I/O Interface)
Image

8-b

12-b

NI
5
6
7
8
9
10
11
12

5

6
6

7
7
7

8
8
8
8

NO
9
9
9
9

10
10
10
10

11
11
11
11

12
12
12
12

9

10
10

11
11
11

12
12
12
12

13
13
13
13

14
14
14
14

15
15
15
15

16
16
16
16

NC
2
4
6
8
10
2
4
6
8

the frequency is fixed and we allow the input bit-width (NI)
to vary. Table IV lists the possible combinations. Power and
resources measurements only consider the implementation of
the LUT cores (NC NI-to-NO LUTs).

VII. Results and Analysis
This section details hardware resource usage, optimization
of the PPA space for the three scenarios of Section VI-C, and
analysis of the results. Results for 8-b images use Lena of size
640 × 480. For 12-b images, we use the Oilp image of size
512 × 512. We note that the problem of assessing the accuracy
of our results is closely related to the problem of image quality
assessment [1]. In the proposed setup, we expect the users
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TABLE V
Embedded Pixel Processor Resource Utilization (XCV4FX60)
Module
Static region
PRR (Case I)
PRR (Case II)
Overall (Case I)
Overall (Case II)

Slice
5308
320
4318
5628
9626

(%)
21%
1%
17%
22%
38%

FF
5519
0
0
5519
5519

(%)
11%
0%
0%
11%
11%

LUT
6517
576
8576
7093
15 093

%
13%
1%
17%
14%
30%

Case I: 8-b inputs: NI = NO = 8, NC = 4. Case II: 12-b inputs: NI = 12,
NO = 16, NC = 2.

Fig. 6. Output Oilp image results for various input and output cases, and
their accuracy results (simulated gamma correction for γ = 0.5). (a) Double
output. (b) Fixed point output for NI=12, NO=16. PSNR: 128.59 dB. (c) Fixed
point output for NI=8, NO=8. PSNR: 66.56 dB. (d) Fixed point output for
NI=5, NO=8. PSNR: 47.87 dB.

to dynamically adjust the accuracy constraints to meet their
expectations. Section VII-D provides examples.
Fig. 6 shows some output results for image Oilp. They are
shown along with their input or output bit-widths and accuracy.
For NI = 8, 12, the resulting images are indistinguishable from
the double floating point case. In the case of NI = 5, there are
some clear artifacts in the lower right portion of the image.
These artifacts appear for PSNR levels around 50 dB.
While the accuracy values do depend on specific images,
we did not see the Pareto front to vary significantly from
image to image. Clearly, the PSNR accuracy of the single
pixel functions depends on the histogram of the image.
A. Embedded System Results for 32-B I/O Constrained
Implementations
Here, we report on the pixel processor implementations
listed in Table II. For the embedded system, we consider the
8- and 12-b systems separately. In each case, the PRR size is
set so that it fits the largest possible realization. This does not
imply that power consumption will be the same for all 8- or
12-b implementations, since power consumption is a function
of the utilized resources (not allocated resources).
For the 8-b system, the PRR occupies 16 × 22 = 352 slices
with a bitstream size of 47 194 bytes. For the 12-b system, the
PRR occupies 36 × 128 = 4608 slices with a bitstream size of
449 015 bytes. For details on the PRR geometry, refer to [18].
A summary of resource utilization results is given in
Table V. Note that the largest pixel processor in the 8-b case

(4 LUT8tot8) occupies 320 slices (91% of the allocated space
for the PRR), and in the 12-b case (2 LUT12to16) it occupies
4318 slices (93% of the allocated PRR slices). The average
processing speed resulted in 352.85 Mb/s, i.e., a video (8-b
pixels) of VGA size (640 × 480) can be processed at 143 f/s.
Recall that we expect the dynamic reconfiguration rate to
be small (in the order of seconds) in our applications. We get
a reconfiguration speed of 16.28 MB/s (Xilinx ICAP core),
resulting in reconfiguration times of 2.89 ms and 27.58 ms for
the 8- and 12-b cases, respectively. An 8-b VGA frame is
processed in about 7 ms, and thus in order to make the effect
of the reconfiguration overhead on performance or power
negligible, a rule of thumb is to allow reconfigurations at
most every ten times the reconfiguration time (28.9 ms for
8-b frames and 275.8 ms for 12-b frames). Reconfiguration
rates of 295.4 MB/s have been achieved with a custom-built
DPR controller, at the expense of additional hardware overhead [11]. During DPR, power increase was estimated to be
62.5 mW [6].
B. Pixel Processor IP Hardware Resource Utilization
Fig. 7 demonstrates the resource scalability of the approach.
It shows resource usage (cases listed in Table IV) as a function
of NI, NO, and NC (there are NC NI-to-NO LUT cores).
Resource requirements (slices) are clustered for each NI and
they grow exponentially as NI increases [e.g., 15, 30, 63, 136
for NI = NO = 5, 6, 7, 8 in Fig. 7(a)]. The amount of resources
increases linearly with the number of cores (NC). When the
number of output bits (NO) increases, the amount of resources
also increases linearly with a less steep slope [e.g., 306 to 547
for NO = 9 to 16, NI = 9, in Fig. 7(b)]. The case with NI =
12, NO = 16, NC = 8 requires the largest amount of resources
(70%) of the XC4VFX60 FPGA. We thus note that while our
LUT-based approach is efficient for 8-b implementations, it
becomes less effective as we grow the number of input bits.
For example, we have a 17-fold increase in required resources
when going from 8- to 12-b implementations. Thus, we did
not consider cases for NI>12, as they would not fit in our
device. Note that for FPGAs with larger internal LUT sizes,
our approach becomes more effective.
The resource consumption may vary slightly as the LUT
contents vary. To effectively make resource consumption only
a function of NI, NO, and NC, we have directed the Xilinx
ISE synthesizer to implement the LUTs without optimizing
for the LUT contents, allowing us to maintain resource (and
power) consumption independently of the LUT contents.
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Fig. 7. Pixel processor IP resource (slices) utilization as NI, NO, NC vary (does not depend on the frequency). Device: XC4VFX60 (25 280 slices). Note
the exponential resource growth as NI increases. (a) 8-b system. (b) 12-b system.

Fig. 8. 32-B I/O constrained implementations for 12-b VGA images. Function: Gamma = 1/0.45. (a) PPA space (260 realizations) and Pareto front (189
realizations, circled points). HP: highest performance point (1526 f/s, 40.25 dB, 48.15 mW, NI = NO = 5, NC = 4, 100 MHz), HA: highest accuracy point
(254 f/s, 107.22 dB, 156.7 mW, NI = 12, NO = 16, NC = 2, 33 MHz), LPw: lowest power point (509 f/s, 40.25 dB, 42.37 mW, NI = NO = 5, NC = 4, 33 MHz).
(b) Power and performance dependence on frequency. Note that the cases with NC = 4 are circled, and the rest are the cases with NC = 2.

Power consumption and accuracy are related to resource
consumption. For the 8-b system, if we go from NI = 5→8
(keeping NO, NC fixed), the increase in resources is 5-fold,
while power increases by 1.5 and accuracy (in dB) by 2 [see
Fig. 8(a)]. For the 12-b system, if we go from NI = 9→12, the
increase in resources is 8-fold, while power increases by 4.5
and accuracy by 1.5. Note that NC plays no role on accuracy.
C. Multiobjective Optimization of the PPA/EPA Space
We present results from multiobjective (PPA) optimization
of the pixel processor for the three scenarios of Section VI-C.
Each scenario is evaluated for a different function. These
functions, used for video display, are: 1) gamma correction (γ
= 1/0.45) [22]; 2) logarithmic operation log (1 + I) followed
by full histogram
stretching
[1]; and 3) nonlinear contrast

 
stretching: 1 1 + m I α , m = 0.5, α = 2 [31].

Fig. 8(a) shows the PPA space (260 realizations, Table II)
and the Pareto front (189 realizations, 72% of the PPA space)
for the 32-b I/O constrained implementations (12-b image,
NI: 12→5). The Pareto front appears to lie on a piecewise
planar surface. Our approach worked well at generating a
large number of optimal points. Fig. 8(a) shows that accuracy
depends on NI and NO. Fig. 8(b) shows that performance
increases with frequency and NC.
Fig. 9(a) shows the PPA space (125 realizations, upper half
of Table III) and the Pareto front (50 realizations, 40% of
the PPA space) for the 8-b input constrained implementations.
The parameters’ variation seemed to work well at generating a
relatively large number of optimal points. The Pareto-optimal
points can be easily separated in groups (or clusters) according
to NO. We can then see the effect of NO on accuracy.
Fig. 9(b) shows, for each cluster with NO fixed, how power
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Fig. 9. 8-B input constrained implementations for VGA images. Function: logarithmic operation. (a) PPA space (125 realizations) and Pareto front
(50 realizations, circled points). HP: highest performance point (3255 f/s, 59.11 dB, 64.02 mW, NI = NO = 8, NC = 10, 100 MHz), HA: highest accuracy point
(3255 f/s, 82.82 dB, 96.04 mW, NI = 8, NO = 12, NC = 10, 100 MHz), LPw: lowest power point (217 f/s, 65.02 dB, 12.88 mW, NI = 8, NO = 9, NC = 2,
33 MHz). (b) Frequency effect on power and performance. Also, for each NO cluster, we can see the effect of increasing NC.

and performance depend on frequency and NC. Unlike the
I/O constrained case of Fig. 8, the effect of frequency on
power is more noticeable in Fig. 9(b) because we only consider
the power of the LUT cores. The 12-b input constrained
implementations gave similar trends as the 8-b case.
We also present results for EPA optimization. We consider
the energy required to process a single video frame. In this
case, for both the 32-b I/O and the 8-b input constrained
implementations, the 3-D Pareto front lied entirely at the
maximum frequency of 100 MHz. This implies that frequency
variation did not work for EPA optimization (varying NI, NO,
and NC suffices).
Fig. 10 shows the EPA space (104 realizations, lower
half of Table IV) for fixed-frequency (100 MHz) constrained
implementations for 12-b input images (NI:12→9). Fig. 10(a)
shows that as NO decreases (for fixed NI and NC), the energy
per frame and the accuracy decrease. In Fig. 10(b), the clusters
where NC is fixed show that the performance is only affected
by NC, as expected. Most of the Pareto optimal points occur
for NC = 8 (here, the Pareto front only depends on NI and
NO). Fig. 10(b) shows four optimal points where NC < 8.
Figs. 8–10 summarize the effects of NI, NO, NC, and frequency. We now provide a more in-depth summary. Accuracy
is mainly controlled by NI. From Fig. 8(a), it is clear that
high accuracy requires the maximum number of input bits
(NI = 12). Also, reducing NO will degrade the accuracy.
Jointly, accuracy increases with increasing values of NI and
NO. Furthermore, performance is not affected by NI and NO.
Instead, performance and power increase with the NC and
frequency. Yet, NC and frequency have no effect on accuracy.
Note that when frequency increases from 33 MHz to
100 MHz, power consumption increases by about 1.15 for
Scenario 1 (Fig. 8), and by 1.7 for Scenario 2 (Fig. 9) provided
NI, NO, NC do not change. We do not obtain a 3-fold increase

in power consumption since we included the design static
power in our calculations. Also, Scenario 1 includes the power
drawn by the PLB interface. This explains why the increase
for Scenario 1 is 1.15 compared to 1.7 for Scenario 2.
D. Dynamic PPA/EPA Management Optimization
Dynamic PPA/EPA management (DPPA/DEPA) consists of
selecting Pareto-optimal implementations that satisfy the timevarying constraints and then implement them via DPR and
dynamic frequency control (see Section V-F).
Frame rates are all above 300 f/s, so performance constraints
are always met. Thus, we simplify PPA to power-accuracy
management. Here, for 32-b I/O and 8-b input constrained
implementations, the Pareto front lies entirely at the lowest
frequency of 33 MHz. For the fixed-frequency constrained
cases, the Pareto front only considers NC = 2.
For finite energy applications (e.g., battery-operated), we
are very interested in dynamic EPA management. The Pareto
front for EPA optimization lies at the maximum frequency
of 100 MHz. Fig. 11 shows energy-accuracy optimization for
fixed-frequency constrained implementations (12-b images).
Dynamic energy-accuracy management is implemented via
a software routine in C inside the PowerPC. Fig. 12 shows the
pseudocode and the data structure for the Pareto points.
To demonstrate dynamic energy-accuracy management, we
consider an example with time-varying constraints on a video
sequence. Sequentially, we list the dynamic constrained and
unconstrained optimization requirements as follows:
1) require accuracy ≥ 70 dB and energy ≤ 0.1 mJ per
frame;
2) minimize energy subject to accuracy ≥ 80 dB;
3) maximize accuracy;
4) minimize energy subject to accuracy ≥ 50 dB.
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Fig. 10. Fixed-frequency (100 MHz) constrained implementations for 12-b VGA Oilp image (Fig. 6). Function: nonlinear contrast stretching. EPA space
(104 realizations) and Pareto front (23 realizations, circled points). HA: highest accuracy point (3052 f/s, 107.17 dB, 217.21 mW, NI = 12, NO=16, NC = 8),
LE: lowest energy point (3052 f/s, 59.32 dB, 29.48 mW, NI = NO = 9, NC = 8), HP: highest performance points (at (3052 f/s): all points with NC = 8. (a)
Variability with respect to NI. (b) Variability with respect to NC.

Fig. 11. Energy-accuracy (EA) space, Pareto front (dotted line), and dynamic EA management with four points. Function: nonlinear contrast stretching. Fixed-frequency (100 MHz) constrained implementations. Image: for 12-b
VGA Oilp.

Fig. 11 shows the resulting dynamic energy-accuracy management. First, we choose the realization “1” that meets the
constraints while minimizing energy consumption. The other
constraints are met by the realizations “2,” “3,” and “4.”
We recognize that we cannot set “hard” accuracy constraints. Clearly, accuracy varies from frame to frame and
it does not exactly match the accuracy obtained for the
test image. Our recommendation is simple. The user can
dynamically adjust the accuracy constraint based on whether
their expectations are met. In our example, the user specifies
an increase in accuracy from 70 dB (constraint “1”) to 80 dB
(constraint “2”).

We next show dynamic energy-accuracy management on
three standard 8-b video sequences: 1) gamma correction
applied to Foreman at CIF resolution (352 × 288); 2) logarithmic point operation applied to Claire at QCIF resolution
(176 × 144); and 3) nonlinear contrast stretching applied to
Miss America (QCIF). For 12-b inputs, the four Pareto-optimal
realizations that satisfy constraints of Fig. 11 were obtained
for the 12-b Oilp image. For the three 8-b video examples, the
Pareto-optimal realizations were obtained for the Lena image.
Figs. 13(a), 14(a), and 15(a) show the Pareto fronts and the
points that satisfy the sequence of dynamic constraints (lowerleft part of the figures). Fig. 13(b) shows the accuracy of the
gamma function applied to Foreman. Fig. 14(b) shows the
accuracy of the logarithmic operation on Claire. This operation
is very sensitive to the input bit-width. For NI < 8, the PSNR
degrades dramatically. Fig. 15(b) shows the accuracy of the
contrast stretching function applied to Miss America. Note that
reducing the number of input bits yields low accuracy results
in case 4 of Figs. 13(b) and 15(b). Figs. 11, 13(a), 14(a), and
15(a) clearly show that NO > NI leads to higher accuracy. In
Fig. 11 (12-b frame), implementations with NO > NI provide
more accuracy than the ones with NO = NI. By comparing
the cases 2 (NI = NO = 12) and 3 (NI = 12, NO = 16, NO >
NI), we can see an accuracy increase from 84 to 108 dB.
Similarly, for Figs. 13(a), 14(a), 15(a) (8-b frame), the points
at which NO > NI have more accuracy than those at which
NO = NI.
Note that the PSNR values obtained for Lena are very close
to the ones in the three video sequences. More importantly, the
tendency of the PSNR values as we move along the selected
points matches that of Lena.
We considered several reconfiguration strategies in Figs. 11,
13(a), 14(a), and 15(a). We switched among the following
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Fig. 12. Algorithm to perform dynamic EPA/PPA management for digital video processing and data-structure for representing Pareto-optimal hardware
realizations. We compute the output frames based on the input video and the set of Pareto points. It is assumed that the dynamic constraints can appear at
any time during the processing. There are m Pareto points and n bitstreams (recall n = m).

Fig. 13. Dynamic EPA management example for fixed-frequency (100 MHz) constrained implementations. Video sequence: Foreman (CIF), 8-b input frames.
Function: gamma correction (γ = 1/0.45). (a) Sequence of Pareto-optimal realizations that meet the dynamic constraints estimated for Lena (CIF). The realtime constraints are listed in the lower-left part of the figure. (b) Video processing accuracy (dB) achieved. Top images: computed using double floating-point
arithmetic. Bottom images: computed with the proposed approach. The average difference in PSNR as compared to Lena is shown for each section of the
video.

TABLE VI
Dynamic PPA/EPA Management Memory Requirements
Bits per
Pixel
8
8
8
8
12
12
12

Cases
(Scenario)
Fig. 13 (3)
Fig. 14 (3)
Fig. 15 (3)
Fig. 9 (2)
Fig. 8 (1)
Fig. 10 (3)
Fig. 11 (3)

# of Bitstreams
(Pareto Points)
12 (12)
7 (7)
13 (13)
28 (50)
42 (189)
23 (23)
19 (19)

Bitstream
Size
141 kB
141 kB
141 kB
141 kB
449 kB
1796 kB
1796 kB

Required
Memory
1.692 MB
0.987 MB
1.833 MB
3.940 MB
18.85 MB
41.30 MB
34.12 MB

The bitstreams’ sizes reported in Section VII-A only apply to Scenario 1
(Fig. 8). For the other scenarios, the bitstream sizes are different.

modes: 1) maximum accuracy; 2) minimum energy; 3) minimum energy subject to a certain accuracy; and 4) joint constraints on energy and accuracy. For joint constraints, energy
must not exceed the allowed energy per frame, while accuracy
stays above a certain PSNR level (we considered 70, 65,
and 55 dB). For the 8/12-b input constrained implementations
(Scenario 2), the ratio of maximum to minimum power is
1.7, allowing effective power minimization by lowering the
frequency from 100 to 33 MHz.
Table VI lists the memory requirements for dynamic
PPA/EPA management. This is dominated by the number and
size of the partial bitstreams. In the 8-b video examples of
Fig. 9 (3-D Pareto front) and Figs. 13–15, memory requirements are small. In the 12-b cases of Figs. 8, 10, and 11,

500

IEEE TRANSACTIONS ON CIRCUITS AND SYSTEMS FOR VIDEO TECHNOLOGY, VOL. 23, NO. 3, MARCH 2013

Fig. 14. Dynamic EPA management example for fixed-frequency (100 MHz) constrained implementations. Video sequence: Claire (QCIF), 8-b input frames.
Function: logarithmic point operation. (a) Sequence of Pareto-optimal realizations that meet the dynamic constraints for Lena (QCIF). The real-time constraints
are listed in the lower-left part of the figure. (b) Video processing accuracy (dB) achieved. Top images: outputs computed with double floating-point arithmetic.
Bottom images: outputs computed with the proposed approach. The average difference in PSNR as compared to Lena is shown for each section of the video.

Fig. 15. Dynamic EPA management example for fixed-frequency (100 MHz) constrained implementations. Video sequence: Miss America (QCIF), 8-b input
frames. Function: nonlinear contrast stretching. (a) Sequence of Pareto-optimal realizations that meet the dynamic constraints for Lena (QCIF). The real-time
constraints are listed in the lower-left part of the figure. (b) Video processing accuracy (dB) achieved. Top images: computed with double floating-point
arithmetic. Bottom images: computed with the proposed approach. The average difference in PSNR as compared to Lena is shown for each section of the
video.

memory requirements are large. Thus, in addition to more
resources and power, 12-b systems require more memory.
All cases listed in Table VI fit in the 64 MB DDR-SDRAM
inside the ML410 board. If memory is scarce, the bitstreams
(stored in a 2 GB compact Flash card) will need to be first
copied to memory, thus increasing the reconfiguration time.
E. Comparison With Other Pixel Processor Implementations
Table VII provides a comparison between the 8-b input and
8-b output core and similar implementations. This comparison
does not capture the rich number of implementations described
here. But, it provides a reference point to assess the effectiveness of the basic LUT implementation.

The closest implementation to ours is the Xilinx core [20].
In [20], the use of three BRAM18 resources can be considered
as an expensive option. The implementations of [19] and [25]
are custom static architectures whose resource consumption
exceeds ours. The implementation in [22] is a 12-b input/8-b
output gamma correction function that only uses 146 Slices
and 1 DSP Slice. This is a custom-built implementation and
cannot be generalized to other single-pixel functions. While
our 8-b input/8-b output implementation requires fewer resources, our 12-b input/12-b output case requires significantly
more resources at 1662 Slices. Fig. 6(c) shows that the input
reduction from 12- to 8-b can give satisfactory results. In other
words, there are no visible artifacts between the output of Fig.
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TABLE VII
Comparison Against Other Single-Pixel Architectures (1 Core)

Function type
Implementation
Test case
Device
Resources

Max. frequency (IP)

Proposed
Programmable

[20]
Programmable

LUT-approach
8-b input
8-b output
Virtex-4
128 LUT4, 16
FFs
68 slices
229.358 MHz

LUT-approach
8-b input
8-b output
Virtex-5
57 LUT5, 57 FFs
3 BRAM18

[22]
Precise
gamma
correction
Custom hardware
12-b input
8-b output
Virtex-4
146 slices
1 DSP Slice

324 MHz

378 MHz

[19]
Histogram
equalization
Custom hardware
8-b input
8-b output
Virtex-II Pro
269 LUT4, 172 FFs
16 BRAM
1 MULT18×18
200 MHz

[25]
Successive mean quantization transformation
Custom hardware
8-b input
8-b output
Actel APA600
2123 cells
48 BRAM
–

For comparing to [22], we note that our 12-b input/12-b output core requires 1662 slices.

6(c) and the double floating-point output of Fig. 6(a). However,
in general, we do not recommend the use of the LUT-approach
for input bit-widths above 12-b.
VIII. Conclusion
We presented a framework for generating Pareto-optimal
implementations based on PPA/EPA constraints. The framework allowed for dynamic PPA/EPA management for singlepixel processing architectures. A dynamic reconfiguration system selected the Pareto-optimal realization that met the timevarying constraints. The Pareto-optimal points were computed
offline by considering different clock frequencies, number of
pixel processor cores, and number of inputs and output bits.
Furthermore, the scenarios described in Section VI-C provided
practical implementations.
As for dynamic EPA management, we showed how we
can meet dynamic constraints in energy and accuracy. Since
all implementations operated over 300 f/s, performance constraints were always met (we may need to add performance
requirements if the pixel processor is implemented in a larger
system). The approach was tested with three pixel operations (gamma, contrast stretching, and logarithmic operation)
on three video sequences. The use of the Lena image to
predict Pareto points worked very well. There was good
agreement between the accuracy of Lena and that of the
video examples (Figs. 13–15); the maximum PSNR error
over all cases was less than 3.2%. Clearly though, representative training images for different images will have to be
considered.
As for power, the use of dynamic reconfiguration allowed the users to reduce dynamic power consumption while
keeping a minimum level of accuracy. Unfortunately, for
larger devices, the device static power consumption can be
significant.
Future work can focus on the automatic generation of timevarying constraints. For example, a scene change may trigger
a requirement for increased accuracy. Also, when a scene
remains the same over a long period of time, we may want to
trigger a requirement for a decrease in energy consumption.
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